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Multiple-View Geometry under the L4 -Norm

Fredrik Kahl and Richard Hartley, Senior Member, IEEE

Abstract—This paper presents a new framework for solving geometric structure and motion problems based on the L -norm. Instead
of using the common sum-of-squares cost function, that is, the L,-norm, the model-fitting errors are measured using the L4 -norm.
Unlike traditional methods based on L,, our framework allows for the efficient computation of global estimates. We show that a variety
of structure and motion problems, for example, triangulation, camera resectioning, and homography estimation, can be recast as
quasi-convex optimization problems within this framework. These problems can be efficiently solved using second-order cone
programming (SOCP), which is a standard technique in convex optimization. The methods have been implemented in Matlab and the
resulting toolbox has been made publicly available. The algorithms have been validated on real data in different settings on problems

with small and large dimensions and with excellent performance.

Index Terms—Quasi-convex functions, convex optimization, SOCP, triangulation, projective geometry.

1 INTRODUCTION

STRUCTURE and motion problems form a class of geometric
reconstruction problems where the goal is to infer the
scene structure (often 3D points) and/or the camera
motion, given image data. The correct procedure for
reconstructing the unknowns of this inverse problem is to
find the solution that reproduces the images as closely as
possible. In other words, we want to minimize the
geometric distances between the measured image features
and the reprojected structure and motion parameters. Let r
be the vector of residual errors, that is, the distance between
the measured and reprojected features. One is led to the
following optimization problem: minimize krk, where
minimization takes place over a set of parameters repre-
senting an instantiation of the model. In this context, k Kk is
usually the L,-norm. The purpose of this paper is to
investigate what simplifications can be obtained if the
L,-norm is replaced by the L1 -norm, thus solving minkrk .

The main contribution of this paper is the introduction of
an L; framework allowing the efficient computation of
global estimates for a wide class of geometric vision
problems. The solutions are invariant with respect to
projective transformations of the world coordinate system
and to similarity transformations in the image plane since
the image distance metric of reprojection errors itself is
invariant to such transformations. Therefore, there is no
need for the normalization of the image coordinates, which
is required for all algebraic methods. Another important
contribution is the introduction of the optimization frame-
work of second-order cone programming (SOCP) and how
SOCP can be applied to reconstruction problems involving
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rational polynomials. The technique may have applications
in other areas of computer vision.

Solving for structure and motion with the L,-norm is a
hard nonconvex problem. Globally optimal estimates can
only be computed in rare instances. For example, a solution to
the triangulation problem for two views was given in [7] for
the L,-norm and in [16] for the L4 -norm. Another important
example is the factorization algorithm [23], but it is limited to
the affine cameramodel. The projective generalizations of the
factorization approach do not generally optimize the
L,-norm, cf. [22] and [9]. Although there have been recent
and promising attempts to compute global estimates of
nonconvex problems [3], [11], [1], they are limited to
problems of small dimensions due to the computational
complexity and are cumbersome to implement.

In general, one has to rely on local iterative techniques,
the so-called bundle adjustment methods [25]. In turn, such
methods are reliant on good initialization in order to avoid
local minima. However, the initialization techniques fre-
quently used, for example, the eight-point algorithm [15],
[6], [24], optimize some algebraic cost function, which
simplifies the problem but has no geometrical or statistical
meaning. When significant measurement noise is present,
such estimates may be far from the global optimum.

L, optimization can be regarded as something in
between the L, methods and linear algorithms. The L4
framework shares advantages with both of these alternative
approaches. Optimal solutions are guaranteed with a
geometrically meaningful cost function and at a reasonable
computational cost.

The number of problems that may be solved under
L4 -norm has grown to include the following list: the two-
view triangulation problem (solved in closed form in [16]);
the multiview triangulation problem [5], [10], [12]; the
multiview structure and motion problem, assuming known
rotations [5], [10], [12]; homography estimation and camera
resectioning [10], [12]; multiview reconstruction knowing
homographies induced by a plane [10]; and visual odometry
—that is, motion without structure [18]. In all of these
cases, a single global minimum exists and it may be found
by SOCP. In this paper, we also investigate geometric
reconstruction problems in a projective (uncalibrated)
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setting. A potential disadvantage is that the L4 -norm is not
robust to outliers. The ultimate test for this is to try the
method on real data and evaluate its performance. Recent
work [19] has shown that it may also be an important tool
for detecting outliers. Other recent work in connection with
the L, -norm is that of uncertainty modeling, which has
been pursued in [13], [18].

The work in this paper is based on the previously
published conference papers [5], [10]. Independently, a
similar framework for quasi-convex problems was presented
in [12].

2 THE TRIANGULATION PROBLEM

The following discussion of a particular geometric problem
motivates the L, approach advocated in this paper.

Let P, i..1;...;m, be a sequence of m known cameras
and u; be the image of some unknown point U in 3-space,
both expressed in homogeneous coordinates. Thus, we
write u;j ... PjU. The problem of computing the point U
given the camera matrices P; and the image points u; is
known as the triangulation problem.

In the absence of noise, the triangulation problem is
trivial, involving only finding the intersection point of rays
in space. When noise is present, however, the rays
corresponding to the back-projections of the image points
do not intersect in a common point and obtaining the best
estimate of the point U is not always easy. The correct
procedure is to find the point U that projects most nearly to
the image points u;. In this context, the words “most
nearly” are usually interpreted in a least squares sense.
Thus, we are required to find the point U that minimizes
the following cost function:

x
d uj; P;jU 2; 1
i1
whered ; represents the geometric distance between two
points in the image.
This problem has been solved for the case of two views
in [7]. There, a method is given involving the solution of a
sixth-degree polynomial. For three views, it has been
shown in [20] that the solution involves solving a
polynomial of degree 47. There seems to be no prospect
of extending these methods to arbitrarily many views.
Algebraic method. A simple algebraic method exists for
solving this problem in the m-view case. Each equation u; ...
PiU holds only up to an unknown scale factor and can be
written more precisely as kju; ... PjU. This equation is linear
in the unknown quantities ki and U. One may write a
complete set of equations as

30 U 1
Pr u ke
E P2 uq z k2 0: 5
Pm Um |.(m

which can be solved up to scale by an algebraic method
involving the Singular Value Decomposition. Although this
method of triangulation may seem attractive, the cost
function that it is minimizing has no particular meaning,
and the method is not reliable.

IEEE TRANSACTIONS ON PATTERN ANALYSIS AND MACHINE INTELLIGENCE, VOL. 30, NO.9, SEPTEMBER 2008

0.2 0.4 0.6 0.8 1 1.2 1.4

0.2 0.4 0.6 0.8 I 1.2 1.4

Fig. 1. The residual for the algebraic triangulation of a forward motion
example. The experiment is described in the text. The graph plots the
residual reprojection error against the displacement of the image point in
pixels. The top graph gives the residual reprojection error for the first

loser) camera. Despite a noise level of .1 (a displacement of

2 pixels), the reprojection error can exceed 300 pixels. For the second
camera, the projection error is much smaller. For noise levels of 0.9 and
1.0, the reconstructed point U is behind both cameras, far from the
correct point.

In particular, this method fails to give good results when
the depth of the point from the different cameras varies
widely. Here is a particular example to illustrate this.

Example. Consider the following camera matrices:

2 3 2 3
500 0 0 O 500 0 0 O

P,..4 0 500 0 05 and P,..4 0 500 0 05:
0 0 10 0 0 1 10

The cameras are pointing directly along the z-axis and are
located at the origin and the pointz ... 10 on the z-axis. This
is a typical situation for a camera moving directly forward.
Consider the point U ... 1;1;2 ~ lying in front of both
cameras but much closer to the first camera. This point
projectstopointsu; ... 250;250 ~andu, ... 41:66;41:66 ~in
the two images. Now, suppose we perturb the points by noise
to obtain noisy image points u; ... 250;250 ~ 1, 17
andu, ... 41:66;41:66 ~ 1:1 7, where isanoise level
between 0 and 1. This is a relatively small amount of noise.

From this, we triangulate using the algebraic method,
solving (2) to obtain a point U. This reconstructed point is
then reprojected into the two images to obtain a residual
error. Despite the small amount of noise, the residual in
image 0 isas much as 300 pixels for a noise level of 1 pixel. The
residual for the other image is much smaller. The graphs of
the residual error for this experiment are given in Fig. 1.

Clearly, this is not an acceptable triangulation method
and it is not reliable even for the initialization of an iterative
algorithm. It can, on occasion, compute a point behind both
cameras, which is fatal for later iterative refinement.
Experiments showed that if the camera matrices and image
coordinates are adjusted by normalizing the focal length to
1 (here, T ... 500), then the algorithm performs far better.
Nevertheless, in a projective coordinate frame, the proper
method of normalization is perhaps unclear and this is
generally not an algorithm to be trusted.
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Midpoint method. In the case of calibrated cameras and,
hence, euclidean triangulation, another alternative is to find
the closest point in 3-space to the rays back-projected from
the image points. In the case of two views, this is the
midpoint of the common perpendicular to the two rays.
This method fails badly in the case where the rays are
almost parallel, corresponding to a point near infinity,
since, in this case, the computed point will be close to the
point halfway between the two camera centers. This
method was discussed in more detail in [7].

In a task of reconstructing a scene from a long image
sequence, it is important that all of the points should be
triangulated correctly, particularly if the results of triangu-
lation are to be used for a subsequent bundle-adjustment
step. Our experience is that neither the algebraic method
nor the midpoint method is useful in this context.

2.1 Multiple Minima

It was seen in [7] that, even in the two-view case, there can
be muiltiple local minima of the geometric cost function.
This is because the solution involves the solution of a
degree-6 polynomial, which may have as many as three
maxima and three minima.

We illustrate this for the m-view case and inquire into its
causes. We wish to find the way in which the value of the cost
function (1) varies as a function of U. Since it is not possible to
plot this function for all U, we plot a one-dimensional cross
section, parameterized by a variable t. Thus, we consider a
variable pointU t ... Uy t y moving along a straight line.
The cost function at “time” t is given by

> 2 > 2
Ft.. d uij;PiU t fi t°
il il

where f; t is the error associated with the projection of the
point in the ith image. For values of t such that U t lies in
front of the camera, the form of the function fj t may be
visualized as follows: As the 3D point moves along the
trajectory U t, its image point moves monotonically in a
constant direction (although not with constant velocity)
along a straight line in the image. As t varies, it will
approach the point u;j, reach a unique point of the closest
approach, and then recede again. At some point, the
trajectory will cross the principal plane of the camera and,
at this point, the imaged point recedes to infinity. A
straightforward computation (see Section 5.1) shows that
the squared-distance function f; t 2 is of the form

This distance function has a single minimum, becomes
infinite when t ... e=g, and is asymptotic to b?> d? =¢?
when t ¥ 1. An example of such a function is plotted in
Fig. 2.

Cheirality. By cheirality, we mean the consideration of
which points are in front of the camera. Obviously, since
the desired point U is visible in the image, it must lie in
front of the camera. The consideration of cheirality requires
that camera matrices are known in an affine (or at least
quasi-affine) coordinate frame [8]. First, we consider affine
or euclidean reconstruction and then consider projective
triangulation in a later section. Given several cameras, the
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Fig. 2. Plot of a 1D slice of the projection cost function (3). The function
plotted is t 1 2 1=4 =t. Note that the function has a single
minimum in this region of the graph (representing the region in front
of the camera), but it is not convex.

region of space that lies in front of all the cameras is clearly
convex since it is defined as the intersection of a set of half-
spaces bounded by the principal planes of the cameras.

From the geometric intuition given above, each function
fi t must have a single minimum for points in front of the
camera. Thus, we make the following observation regard-
ing this cost function:

For values of t for which U t lies in front of the
camera, f; t has a single minimum; however, it is
not a convex function. P

The total cost function for all images is ;i t 2. If each
fi were convex, then we could conclude that their sum
would be convex and hence have a single mini , but
such is not the case. In fact, the total cost function ; f; t 2
may have several minima.

Thus, we have shown that the sum-of-squares cost
function for triangulation potentially has multiple minima
along any 1D cross section. The existence of multiple
minima along straight lines in parameter space indicates
the complexity of the cost surface and the difficulty in
finding a global minimum by iterative optimization
methods, many of which proceed by finding minima along
suitably chosen search directions.

An example. We conclude this section with an example
of a three-view triangulation in which there are three local
L, minima, all lying in front of all three cameras. In this
example, all points lie in the plane z .. 0, so we may
simplify the problem to a 2D triangulation problem.
Adding a third dimension makes no significant difference
to the example.

Let Py be represented by the camera matrix

3 1 8.

Poo g 3 g

We express points in homogeneous coordinates. The center
ofthiscameraisatthe point  3; 1;1 ~.We obtain two other
cameras, P; and Py, by rotating around the origin by 120 .
Thus, Py ... PgR, and P, ... P1R, where R is a 3 3 matrix
representing a rotation of 120 degrees about the origin.
Now, for all i..0;...:2, let uj.. 3;17; this is simply
the point with nonhomogeneous coordinate 3 in the image.
It is easily seen that all points of the form x; 1;1~ map
to the same point 3;1 ~ in the Py image. These points lie
along the line y.. 1, which is therefore the ray
corresponding to the image point ug .. 3;1 ~ for the Py
camera. The rays corresponding to the points measured in
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Fig. 3. On the top is a contour plot of the L, error for a three-view
triangulation problem. Note that there are three local minima for the
L, cost function. On the bottom, the L, cost function has a single
minimum at the origin. The range of the plots has been limited so that
the detail of the cost contours is visible in the central region.

the other images lie on lines rotated by 120 degrees
around the origin. The three rays form a triangle. Since this
configuration has threefold symmetry, if there is to be a
single minimum to the L, cost function, then it could only
be the origin, which is the symmetry center. However, we
compute that P; 0;0;1 7 .. 8 6, representing the
point 4/3. This lies a distance of 5/3 from the “measured”
image points uj .. 3;1~. Thus, the error v%tor of the
origin is 5=3;5=3;5=3 ~, which has Ly-norm 5 3=3.

On the other hand, the triangle vertex 0:2;1 ~ maps
under Py to point 1;2 Z which has an error of 5/2. Under
the other two cameras P; and P, it maps exactly to point 3
with zero error. 'Bw error vector is 5=2;0:0 ~, which has
Lo-norm 5=2 <5 3=3. Thus, the three vertices of the
triangle are each better L, solutions than the origin (which
is the L1 minimum).

In fact, the best L, solutions do not lie exactly at the
vertices of the triangle. The contour plots (sublevel-set
plots) of the L, and L, error (of a slightly perturbed
problem) are shown in Fig. 3.

It should be remarked that three rays forming a triangle
do not always give rise to three L, minima; it depends on
the magnitude of the error. However, configurations
similar to this, but slightly perturbed, still have three
minima (as in Fig. 3). In addition, this example generalizes
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relatively easily to examples of n-view triangulation for
which there are n local minima.

3 QUASI-CONVEX FUNCTIONS

Before we can introduce the concept of a quasi-convex
function, let us recall the definition of a convex set and a
convex function.

Convex set. A subset S of IR" is said to be convex if the
line segment joining any two points in S is contained in S.
Formally, if x;y 2 S, then x 1 y 2 S for all , with
0 1.

Convex function. A function f: IR"7 IR is convex if its
domain is a convex set and, for all x;y 2 domain f and
with 0 1, we have

f x 1 y f x 1

fy:

We consider the triangulation problem in terms of
sublevel sets. The -sublevel set of a function consists of
points in the domain of the function on which the function
takes a value no greater than . In symbols, this can be
written as

S f .. fx2domain f jf x g:

Let us consider the sublevel sets for the triangulation cost (1)
of a single camera. From geometric considerations, it is clear
that the set of points in space that map to a point within
distance  of a measured image point x forms a cone.
Considering a disk having radius about the point x in the
image plane, the cone has its vertex at the projection center of
the camera and is spanned by this circle in the image plane.

Considering only the visible part of this cone (in front of
the camera), an important property is that this cone is a
convex point set. A function defined on a convex domain
for which all the sublevel sets are convex is known as a
quasi-convex function.

Minima of quasi-convex functions. Consider a quasi-
convex function that takes a minimum value on its domain.
The set of points on which the function takes its minimum
value need not be a single point but will, in general, be a
convex set. This is because it is the -sublevel set, where is
the minimum value of the function—hence, by definition, it
is a convex set.

We would like to say something about the minima of
guasi-convex functions. Bearing in mind that the function
may not take its minima at isolated points, we need to be a
little careful in the definition. A point X, 2 domain f is
called a local minimum of f if there exists a closed set A
domain f containing Xy such that

1. fx fxg forallx2A and
2. ifx2Aandf x ..f Xy, then x lies in the interior
of A.

A point X, is called a global minimum of f if there exists
no point x such that f x <f X . For a quasi-convex
function, the set of global minima must form a convex set.

An important property of quasi-convex functions is that
any local minimum of a quasi-convex function is also a
global minimum. The proof of this is given as follows: Let
Xp be a local minimum of a quasi-convex function f and let

... T Xo . By definition, there exists a closed set A such that
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fx fxo for all x2A. The point will be a global
minimum unless there exists a point x outside of A such
that f x < f Xp . Inthis latter case, however, the -sublevel
set of T consists of points in the interior of A and points in
the exterior of A, both of which are open sets. In symbols,
this is written as S f Int A [ Ext A . However, this
would mean that S is not connected, which is not possible
for a convex set.

Thus, a quasi-convex function has only global minima
and all of the global minima lie inside a single convex and,
hence, connected set.

The maximum of quasi-convex functions. The preceding
discussion concerned the minima of a single quasi-convex
function, such as the residual projection error of a pointinto a
single image. However, we are interested in the combined
error for projections into several images. As the discussion of
the triangulation problem showed, the sum of quasi-convex
functionsis not, however, quasi-convex and can therefore not
be expected to have a single minimum. As the following
lemma shows, however, the pointwise maximum of a set of
guasi-convex functions is quasi-convex:

Lemma 3.1 (Quasi-Convex Functions). If f; x ;...;fq X
are quasi-convex functions, then fax X ... max; i X is also
quasi-convex.

Proof. For any ,the -sublevel set of the function fhax X is
equal to the intersection of the -sublevel sets of all of the
functions fj x . Since these are all convex and the
intersection of convex sets is itself convex, it follows that
fmax IS a quasi-convex function. u

This result is of key importance in this paper and
explains why minimizing the L, error (the maximum of a
vector of quasi-convex error functions) is well behaved
compared with L, optimization.

Specifically, a quasi-convex optimization problem is a
problem of the form

minimize Ty X over a convex domain D;

where Ty X is quasi-convex on D. There are no local
minima to such a problem other than the global minimum
or, at worst, a connected convex set of global minima. In
addition, in light of Lemma 3.1, this result applies to the
minimax L; optimization problem:

minmax fj x ;

X 1

where each f;j X is a quasi-convex function on a convex
domain D and the minimization takes place on D.

4 CONVEX OPTIMIZATION

In this section, some notation and concepts of convex
optimization are presented. For more details, the reader is
referred to the excellent book [2] or [14] for SOCP problems.
A convex optimization problem is one of the form
min Ty X
X

subjectto fix 0; i..1;...;m:
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Here, x 2 IR" and both the objective function f, x : IR"@ IR
and the constraint functions fi: IR"@ IR are convex
functions. The notation miny is to be read “minimize over
X" and solving this problem means finding a value of Xopt
that minimizes fy X subject to the given constraints.

We will generally make the assumption that there exists
an optimal value Xqp: that minimizes f; x on the domain
defined by the constraints. A sufficient condition for a
minimum Xqp to exist is that the domain defined by the
constraints f; x 0 is compact and function fy x is
continuous on that domain.

4.1 Second-Order Cone Programming

The particular convex optimization problems where the
objective function Ty is linear and the constraints are of the
form

kAi X bi k2

are called SOCPs. Here, A; 2 R™ ", b; 2 IR™, ¢; 2 IR", and
di 2 IR.

This is a convex constraint since the constraint function is
the sum of a linear (hence, convex) function ¢x d; and
the norm of a linear function. It is easily verified using the
triangle inequality for the norm that kAjx  bjk, is convex.

The SOCP problem is easily solvable using commonly
available software packages, for example, SeDuMi [21].
SOCP includes linear programming (LP) as a special case.
On the other hand, it is less general than semidefinite
programming (SDP). Solving SOCPs via SDP is not a good
idea, however. The time complexity is much better for
SOCP algorithms than for SDP algorithms [14].

The SOCP feasibility problem. If we omit the objective
function f, x and ask to find any x satisfying the
constraints, we have what is known as an SOCP feasibility
problem. Such problems are also easily solved. The SOCP
feasibility problem is

c;x di 0

find X

subjectto  kAix bik, 4

c’x dj; fori..l;...;m:

The solution to such a problem involves returning a feasible

solution x if one exists or indicating that no such Xx
satisfying the constraints exists.

4.2 The Second-Order Cone Programming Minimax
Problem

The problems in geometric computer vision that we will be

considering in this paper may be written in the following

minimax form:

kAiX bik2
CcX d;

m)jn max subjecttocyx di O 5
If we consider the individual functions kAix  bjk,= ¢{'x
di as the components of a vector, then the problem may be
thought of as minimizing the L5 -norm of this vector.

It is easily seen that this problem may be transformed, by
introducing an additional variable , into an equivalent
problem of the form

. . kAiX
min subject to—
X G;

bik,

. andc’x di 0 6
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Since the individual functions

kAiX bi|(2
X  dj

are not convex on the region defined by the additional
constraintcyx d; 0, thisisstill notaconvex optimization
problem. There is an additional technical problem that the
function is not even defined (let alone continuous) when
c;x di..0. To avoid this difficulty, we multiply out the
denominator of each constraint, obtaining the following
more convenient form for the problem:

m_ixn subject to kAix bk, c;x di Oand 0:

7

The constraint ¢7x d; 0 is no longer needed since it is

implied by the inequalities kAix bik, c;’x di and
0.

Since, for each fixed 0, the set of points x satisfying
kAix  bik, c;x di 0isaconvex setS , the above
discussion shows that

kAiX bik2
T —_— £
P X Ci>X d;

is a quasi-convex function on the domain defined by
c’x di 0. Specifically, S isthe -sublevel setof ;. Thus,
we recognize (5) as being a quasi-convex optimization
problem.

Bisection. Problem (7) looks very much like a standard
SOCP problem. However, considered as a function of both
x and , the constraint kKAjx  bik, cTx d 0 is not
a convex constraint. On the other hand, for any fixed value
of , the constraint kAjx bijk, c’x di 0 is an
SOCP constraint and (7) is an SOCP problem, which we
may easily solve.

We wish to solve (7) for varying s and xs. For any fixed
value of s 0, we may solve the SOCP feasibility
problem in which we ask the following question: Does
there exist a value x such that kAjx bk, test C7X
for all i? If the answer is “yes,” then the minimum value of

that satisfies the constraints must be less than
otherwise, it must be greater.

This observation allows us to find the minimum value of

by a process of searching over values of for the least
value for which the feasibility problem has an affirmative
answer. The simplest way of doing this is via a binary
search, as in Algorithm 1.

test

Algorithm 1 Bisection
given: An interval & |; , known to contain the optimal
value of and tolerance > 0.
repeat
| u =2.
Solve the SOCP feasibility problem (4).
if feasible then
U e
else
[
end if
until |
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Aslight modification to this algorithm gives a faster rate of
convergence and is preferred. It relies on the fact that, when
an affirmative solution to the SOCP feasibility problem (4) is
found, the solution x leads to an upper bound :..
max; kAix  bijk,= ¢;x d; on the optimal value of the
being sought. Thus, in Algorithm 1, we replace the line  :

with ... maxjkAix  bik,= ¢7x  d; .

Recognizing SOCP problems. We want to be able to
recognize minimax problems of the form (5) since we now
know how to solve such problems. Most of the functions
we will encounter will be of the form

glxz g2X21:2. ;
g3 X '
with domain fxjgs x > 0g, where gj X , i...1;2;3, are all

affine functions, that is, gi X .. a7x b;. Function (8) can
be written in the form kAx bk,= ¢®x d, where A is
simply the matrix with rows a7 and a;.

5 GEOMETRIC PROBLEMS SOLVED IN L4 -NORM

5.1 The Triangulation Problem

We will continue with the triangulation problem given in
Section 2. It is one of the simplest geometric reconstruction
problems where the goal is to infer the 3D structure given
measured image points. Still, it is a fundamental problem in
computer vision and there has previously been no
satisfactory solution for more than two views.

LetPj,i..1;...;m, denote several 3 4 camera matrices
and u; ... Xi;y; ~ denote the measured image points. For
the present, we are considering the calibrated triangulation
problem, so the camera matrices P; are correct in a
euclidean coordinate frame. The projective triangulation
problem will be considered later. Now, we wish to find the
point U that maps most closely via the camera matrices P;
to the points uj, minimizing the maximum error.

We assume that the camera matrices P; are normalized (by
multiplication by 1 if necessary) such that P is of the form
iMijm with detM; > 0. In this case, the condition for a point
U.. X”;1 7 to lie in front of the camera is that the third
coordinate of P;U should be positive. This is the cheirality
constraint, which we assume holds for the point U with
respect to each camera.

Let p!” denote the jth row of the ith camera matrix.
In this case, a point U maps to the point

pI~U=p{~U; p?”U=p3>U ~ in the ith image. The error is
then

pi~uU
&Y

2>
[OF U
Xi, !

yp?>U Yi 2"'

pt xipj TU?  p?
iU
1

yip} U 2

which is of the form of an SOCP constraint function, as in (8).

Angle triangulation. The cost function for euclidean
triangulation considered above expressed the error in
image-plane measurements. For a calibrated camera, each
point in the image corresponds to a specific direction of a
ray in space. Instead of minimizing the error in the image
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coordinates, one may prefer to minimize the angular error
between the measured and modeled direction of the point
expressed as a unit direction vector from the known camera
center. This gives a slightly different result from minimiz-
ing image-plane errors.

In this formulation, cameras are represented simply as
points in space and the image measurements are repre-
sented by unit direction vectors, based at the camera center.
Let C; represent the position of the jth camera and let
image points u; be unit vectors. Given a presumptive
position of a point U in space, we wish to minimize the
angle between the vectors u; and U C;. In minimizing the
L, error, we may instead minimize the tangent of this
angle, assuming that the angular error does not exceed =2.
The error associated with a presumed position U for the
required point is then

kUi ) Ci k2
ui> U G

sin
“cos

k?&ui ) Uj Cikz,

tan ;
' uwU UG

which is in the SOCP form (6), with A; ... hu;

Covariance-weighted distance measures. It is also
possible to weight distance metrics based on a nonisotropic
image measurement error. In this case, the error to be
minimized is of the form

1=2

uo 0T G tui o

kUi Oik _—

where u; is the measured image coordinate, and 0Q; is the
projection of the point U in the ith image. The error is of the
form

1=2
U= pt xipfipf yiey it et xiphip vipf TU
pi~U
2 ph oxiphp? yipd TU ,
pi~U ’
where ;% . .1 This cost function is of the SOCP
form (6).

A similar method applies to covariance-weighted angu-
lar error measures for angular measurement errors. In this
case, the covariance matrix measures errors in the tangent
plane perpendicular to the image measurement vector uj.
Details are given in [18], [13].

5.2 Projective Transformations and Projections

Projective geometry is a cornerstone of modern vision
geometry. The basic tools for describing perspective
mappings are projective transformations and projections.
In this section, we will show how the L4 framework can be
applied to estimate such mappings. Although applications
for mappings of higher dimensions than three exist in the
vision literature [27], we will concentrate on plane-to-plane
mappings, that is, IP?@ IP2, and projections, IP*7A IP2,

5.3 Two-Dimensional Homographies

Let u%, i..1;...;m, denote points on a plane represented
by homogeneous plane coordinates. Given corresponding
image features u; ... Xi;yi;1 7, i..1;...;m, the two point
sets are related by the relation u; Hu%, where H is a
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projective transformation (also called a homography)
represented by a3 3 matrix. Let

2 3
hiy hyp hgs
H..4hy hy hgS:
ha hsp 1

Once more, letting h'™ represent the jth row of the matrix H,
the error associated with the ith point correspondence is

h1>u% " h2>u2 y
T3S irT 3= o i
h*u! h*ul ,
q
h1> Xih3> u[% 2 h2> yih3> U% 2
3> 10 '
h*>~ui

It is clear once again that the different components of this
expression are linear expressions in the components of the
homography matrix H and the constraint function is of the
SOCP form (8). The L, estimate of the homography may
therefore be computed using Algorithm 1.

Given image correspondences in two views of a set of (at
least) four coplanar 3D points, the above procedure can also
be used to the estimate the homography between the
images or between points in the world plane and an image.

Cheirality. One important point has been glossed over
here, namely, the condition that h®*u! > 0, which has been
implicitly assumed in the derivation above. This condition
will be true in most cases of interest, most particularly if the
homography is between two images of a set of points or
between a world plane (with points expressed in affine or,
more generally, quasi-affine coordinates) and an image
plane. This is the cheirality condition for 2D homographies.
According to [8, Result 21.5, p. 518]:

Let fu;g and fulg be corresponding image points for a set

of points lying in a plane, where u; and u? are expressed

in homogeneous coordinates with a nonnegative final

coordinate. Then, there is a matrix H representing a

homography such that Hu; ... wiu! and all w; are positive.
The result in [8] states only that all of the w; will have the
same sign. However, we may make the sign positive by
multiplying H by 1 if necessary. We will have more to say
about this condition later, in Theorem 7.3.

The reader may be uneasy about our choice of 1 as the
hs3 coordinate of the homography. Such a choice will not be
valid in the case where the origin 0;0;1 ~ in one image
maps to a point at infinity x;y;0 ~ in the other image since,
in that case, the homography would have hg; ... 0, which
cannot be corrected to 1 by scaling. In addition, the sign of
hs3 may be incompatible with the positive sign of the scale
factors w; just mentioned. We may get around this possible
difficulty by choosing a pair of corresponding points uy; uj
in the two images and adjusting the image coordinates by a
translation so that both points u; and u°l are at the origin,
represented by 0;0;1 ~. In this case, it is not possible for
hs3 to be zero and we may safely assume that hs;z ... 1. This
will also be compatible with the positive sign of the scale
factors w;.
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5.4 Camera Resectioning

Another important application is that of solving for camera
pose and intrinsic calibration given known 3D points and
measured image points, which is also known as camera
resectioning. This is very similar to the problem of
homography estimation, except that we now consider
projections from 3D to 2D space, instead of between
2D planes. Otherwise, the method is very similar.

Let U; denote a set of 3D points, represented by
homogeneous coordinates and let u; ... Xi;yi;1~ be the
corresponding image points for i ... 1;...; m. The objective
is to find a 3 4 projection matrix P such that u; PU;.
Similarly to the homography above, the projection matrix
can be parameterized by

2 3
P11 P12 P13 P14

P..%pa P2 Pz Pau:
Par P32 Pz 1

In an identical manner as in homography estimation, the
error associated with a single image measurement is
q
xip3> U; 2
p3=U;
As before, the condition p®>U; > 0 is justified by the
cheirality condition that the point should be in front of the
camera. The choice of ps .1 can be guaranteed by
choosing world coordinates such that one of the chosen
points U; is the origin 0;0;0;1 ~. The corresponding
image point u; cannot be a point at infinity (since image
points are finite points).

p1> p2>

yip® Ui 2

6 MuLTIVIEW GEOMETRY

We now turn to reconstruction problems with an arbitrary
number of points and cameras.

6.1 Cameras with Known Rotation

We consider calibrated reconstruction from several views,
with the calibration of each camera being assumed known.
In order to be able to apply the L; framework for
multiview reconstruction, we additionally assume that the
rotational part of each camera motion is determined in
advance. There are several scenarios where this is a
reasonable assumption, for example, where the cameras
are known to be purely translating or the rotation angles
can be obtained from another sensor. Another setting is
where the rotation matrix is precomputed using an
independent method, cf., [4], [26], [18].

Let P;i .. Rijti, where R; is a 3 3 matrix, assumed
known, and t; is an unknown 3-vector. Further, let U; ...
Xj>;1 ~ represent an unknown 3D point and uj; be the
measured image of the jth point in the ith image. In the
same way as in the triangulation problem, we may write
the error associated with the measurement of uj ..
Xij; Yij ~ @s

r>x; o X 2
i i i 7

13 ox tl xi32 12 i 2 g3 2
i vii TN X G WY T VT X G Vil o
I B3x; 8 )

2 i) i

The important thing to observe here is that the unknown
variables X; and t; do not combine multiplicatively in this

IEEE TRANSACTIONS ON PATTERN ANALYSIS AND MACHINE INTELLIGENCE, VOL. 30, NO.9, SEPTEMBER 2008

expression and, hence, the squared error may be written in
the form (8). The cheirality condition r¥X; € 0 results
from the fact that point Uj is visible in camera i.

Note that, in contrast to many other methods, it is not
necessary that all points be visible in all images. This is
handled naturally since cone constraints are only formed
for actual image measurements.

Gauge freedoms. In the above problem, there is transla-
tion and scale ambiguity since the overall scale and position
of the reconstruction cannot be determined. It has been
observed experimentally that this gauge freedom may cause
SOCP optimization to find a solution with extreme values for
the coordinates, thereby losing numerical accuracy. The
translation ambiguity may be removed by fixing the first
camera at the origin—hence, P; ... 1R1jO . Scale ambiguity is
removed by assuming that some point U, visible in the first
camera is at unit depth—hence, r§>x1 L

Angular error. As with the triangulation problem, the
calibrated reconstruction problem may be formulated so as
to minimize the maximum angular error, rather than the
image-plane error. In this case, with known calibration and
camera rotations, the image measurements u;; may be
taken to represent unit direction vectors in space. With C;
representing the position of the ith camera and Xj
representing the position of the jth point, the error term
may be written as

tan sin ij kuij Xj Cikz
oeos 5T up X G
kiuij Xj  uij  Cik, |

>\ > ’
up X ujGi

which is in the SOCP form (6).

6.2 Using a Reference Plane

By assuming that a reference plane is visible in all images, it
is possible to estimate camera positions and 3D points up to
an unknown projective transformation in closed form. The
idea was pioneered in [17], where a linear method was
developed based on an algebraic cost function. We show
here that it is possible to get globally optimal solutions
based on the L4 -norm.

Suppose that (at least) four points on a reference plane in
3D space are visible in all views. Then, it is possible to
compute interimage homographies between any two views
with, for example, the method described in Section 5.3.
Denote the interimage homography mapping points from
image 1 to image i by H; fori ... 2;...;m and define H; ... I.
Without loss of generality, one can choose a projective
coordinate system such that the reference plane is given by
the plane at infinity, denoted by 4.* Then, the camera
matrices are given by

Pi . BHijti; i1 ..m;

where t; is an unknown 3-vector. By parameterizing an
unknown 3D point by U ... Xi;Xo;X3;1 ~, which is not on

the reference plane, we have a problem with exactly the
same appearance as the one described in Section 6.1. Hence,

1. A point in IP® lies on 4 if and only if the last coordinate in the
homogeneous coordinate vector is zero.
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reconstructing cameras and 3D points given a reference
plane is also a quasi-convex problem.

In an actual image sequence, the reference plane can be
either finite or infinite (which should not be confused with
the 1 -parameterization). Typically, four coplanar points
determine a finite reference plane. Three orthogonal
vanishing points can be used to determine a reference
plane at infinity. See [17] for further details and methods
for obtaining a reference plane.

Note that 3D points on the reference plane need to be
parameterized by U .. Xi;X2;x3;0 . Therefore, it is
required that all points be classified according to whether
they belong to the reference plane or not. Also, it turns out
that 3D points on different sides of the reference plane will
have different signs of the depth  x . If it is known a priori
which points are on which side of the reference plane, then
one can use the quasi-convex bisection algorithm directly.
However, if there are points on both sides and it is
unknown which side a given point is, then we are in a
similar situation as projective triangulation. Thus, we need
to determine the sign of the depth function first. This
problem is analyzed in Section 7.3.

7 PROJECTIVE RECONSTRUCTION

7.1 Projective Triangulation

The algorithm for triangulation that was given previously
was valid in the case of affine reconstruction, in which the
plane at infinity in the world is known. With this
assumption, it was possible to determine when a point
was in front of the cameras and hence constrain the
position of the point U to a convex region of 3D affine
space. In projective reconstruction, we do not know where
the plane at infinity lies and hence cannot determine the
region of space that lies in front of all the cameras.

In the projective problem, we are given several (suppose
m) camera matrices P; and the coordinates of matching point
fuig. The goal is to determine the point U that most closely
satisfiesu;  P;jU for all i. So far, this is the same problem as
the affine (or euclidean) triangulation problem. As with the
affine problem, the point U should be chosen to be “in front
of” the cameras. In the affine context, it is clear what this
means. Let us examine the projective case, however.

Let ; represent the principal plane of the ith camera—
that is, the plane consisting of points that map to infinity in
the image. The m principal planes divide projective space P*
into Mm .. T .. m® 3m? 8m =6 regions.” If the
point U lies on any of the principal planes j, then it maps
to a point at infinity in the corresponding image and hence
has infinite reprojection error with respect to any finite
image point. Thus, both the L, and L5 costs of a point U
lying on one of the principal planes must be infinite.
Consequently, the cost function must have at least one
minimum in each of the regions. As we have shown, the
L, cost function must have just one minimum on a convex
region and hence will have just My local minima. The
L, cost function may potentially have more than one
minimum in each region.

2. This assumes that no four planes pass through a common point.
Verification of this formula is left to the reader.
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To find the minimum of the L4 cost function, it is
necessary to find the minimum in each of the My, regions.
However, once it is known that some point U visible in all
of the images lies in one of the regions delimited by the
principal planes, then any other point must lie in the same
region in order to be in front of all the cameras. Thus, we
are reduced to a search over a single convex region.

In order to determine the sign of the depth ; U in
camera i, we may split this up into two problems, assuming
alternately that the ; U is positive or negative. Each such
assumption gives rise to a second-order cone constraint:

kg U;ga U k i O3 U ; 9
where each gj; is an affine function and ;.. 1. The
variable ; is called the choice of cheirality for the
ith camera. Unfortunately, with m cameras, this gives a
total of 2™ separate problems to account for the two choices
of cheirality for each of the m cameras. A brute-force
approach to the solution of the projective triangulation
problem is therefore to solve each of these 2™ minimax
optimization problems and select the solution with the
smallest residual, .

7.2 Limiting the Search

We may think of the search for the solution of this problem
as a search over a binary tree of depth m. The root of the
tree is numbered level 0 and the leaves of the tree are at
level m. At the ith level, the tree branches into two subtrees,
corresponding to the two choices of cheirality for the
ith image. In describing the algorithm, we use the term full
solution to describe a solution to the optimization problem
involving all the cameras and some choice of cheirality for
all cameras. A partial problem is a problem involving less
than the full set of cameras and a solution to such a
problem is a partial solution.

The nodes in the tree correspond to partial problems; a
node at level i corresponds to a problem involving only the
cameras numbered 1 to i. The position of the node in the
tree determines the choice of cheiralities for all the cameras
involved in this problem.

A brute-force solution to the triangulation problem
consists of solving all the 2™ full problems, corresponding
to the leaf nodes of the tree. For large values of m (the
number of images), the task of solving all 2™ of these
problems is prohibitive. Fortunately, we may truncate the
search considerably by making use of the following simple
observation:

........

This means that the residual o for afull problem (a leaf of
the tree) is no less than the residual at any of the partial
problems corresponding to its ancestor nodes higher up the
tree. This observation allows us to truncate the search of
branches of the tree that give residuals greater than the best
full solution found so far. Hence, we are only cutting off
branches that are guaranteed not to contain the global
minimum.

The algorithm we propose works as follows: We begin
with an assumption that there exists a solution with a
residual o less than a preassigned value wmax. The value
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of max may be chosen up front to be some value that
makes a generous allowance for error (for instance, 10 pixels
of error). As the algorithm proceeds, the value of yax is
adjusted to the value of the best full solution found so far.

The algorithm consists of a depth-first search of the tree of
all problems, implemented as a recursive descent of the tree,
evaluating partial problems as we go. Ateach node, we query
whether there isasolution to the partial problem for this node
having a residual of yax or less. (This is determined by
solving the feasibility problem.) If the answer is no, then we
terminate this branch of the search. If the answer is yes and
this is a leaf node, then we use the bisection algorithm to
determine the minimum residual for this node. If it is not a
leaf node, then we recursively determine the optimal residual
for the two branches. For a description of the scheme in
pseudocode, see Algorithm 2. Given a value of pax, the
overall solution may be found by the call

opt -~ Minmax_residual  ;0; wmax ;

where [ ] denotes an empty cheirality vector and 0
corresponds to the top level in the branching tree.

Algorithm 2 Minmax_residual
input: cheirality vector, level, ot
output: Updated opt
% Test feasibility
if feasible cheirality; level, o5 then
% If this is a full problem, then compute the best new

solution
if level == m then

opt - bisection_algorithm cheirality; op¢
else

%Otherwise, compute and return the best residuals
for the two branches

%Test the positive branch

cheiralitytlevel 1 .. 1

pos - Minmax_residual cheirality; level —1; g
%Test the negative branch

cheiralityilevel 1 .. 1

neg -~ Minmax_residual cheirality; level 1; 5

opt - MIN pos; neg
end if
else
%If not feasible, set o5 to a high value
opt - L
end if

7.3 Projective Reconstruction Using a Reference
Plane

It was noted in Section 6.2 that there is a choice of cheirality
for each point in the reference plane method. The choice
depends on which side the scene point is relative to the
reference plane and, if it is unknown, we can use exactly the
same method as that for projective triangulation, cf.,
Algorithm 2. Such a reference plane algorithm is developed
in this section. However, the origin of the cheirality choice
is not so obvious for the reference plane method and it first
requires further investigation.
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In this problem, we work in a projective coordinate frame.
We have a set of camera matrices P; ... JAjjt; with known
matrices A; and measurements Ujj ... Xij; Vij; 1 Z.We need to
solve for the points U; and the last rows t; of the camera
matrices so as to satisfy jjuij .. PiUj in the sense of
minimizing the L4 error. Unfortunately, to be able to apply
the SOCP solution in the same way as before, we need to
know the signs of the depths ;. We could try each possible
combination of values for the signs of the ;j; and then select
the best solution. However, this would be prohibitive since
the number of measured points could be large.

What is needed is a way of reducing the number of choices
to be made. Fortunately, this is possible; we are able to reduce
the number of choices to be made to one cheirality (sign) for
each point. We make an assumption that all of the cameras lie
on the same side of the reference plane. This is a reasonable
assumption since very rarely will we match the front and
back views of a plane in an image. Then, we will see that the
cameras can be normalized (as to sign) in such a way that, for
each given j, the values j; all have the same sign, which we
can then denote by ;.. 1—thus,there is one sign for each
point. There exists a sequence of cheirality values j, one for
each 3D point such that ; j; >0 for all i and j. It is then
possible to carry out a branch-and-bound algorithm similar
tothe one described for projective triangulation to explore the
space of all cheiralities and find the optimal solution. Once
again, wrong hypotheses for the cheirality quickly lead to
infeasible or high-residual solutions, which can be ruled out.

The situation is even more favorable in that we can show
that the values of ; are 1 for all the points on the same
side of the reference plane as the cameras (in the true
euclidean coordinate frame) and 1 for points on the other
side of the plane. If all of the scene points lie on one side of
the plane (such as a ground plane), then we can assume
that ;.. 1 forall j. Otherwise, the choice of cheirality ; is
equivalent to determining on which side of the reference
plane the point lies.

The overall picture is explained by the following
theorem. Here, we use the symbol  to represent equality
up to a nonzero constant multiple and ... to represent exact
equality. We assume that the projective problem we are
considering relates to a solvable problem in an affine
coordinate system, for which concepts such as plane at
infinity and cheirality are well defined.

Theorem 7.3. Let matrices P#, i..1;...;m, represent the
cameras in an affine coordinate frame, all lying on one side of a
reference plane . Consider a projective coordinate system in
which the cameras are expressed as matrices PY ... %Ajja; and
the reference plane corresponds to the plane at infinity. Let all
A;j be normalized (multiplied by 1 if necessary) such that
detA; > 0.

Let U” be a point in the affine coordinate frame, not lying
on the plane #, and let its coordinates in the projective
coordinate frame be UP ... X:;Y:Z:1 7. If U” is visible in
camera P2, then

PFUP iU

and all ; have the same sign, which depends on the point UA.
For all points U” lying on the same side of the plane * as the
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cameras,
the plane,

i => 0 and, for all points lying on the other side of
i <O.

Proof. First, we write the affine camera matrices in the form
PA . Mitlj t; with det M; > 0. Then, a point U” lies in
front of the camera if PAUA ... Au; with £ > 0. We may
assume (without loss of generality) that P ... PY ... 41jO .

We can represent the plane A by A.. >:d 7,
where is a 3-vector and d is a scalar. Note that, since
the camera center of P does not lie on A, it follows that
d 6. 0. Since ” is a homogeneous quantity, we can set
d..1

Now, there exists a change of coordinates matrix G
relating the affine and projective coordinate frames, that
is, we may assume that PP PAG 1. With our choice of
coordinate bases, it follows that G ! is the following
matrix:

Observe that this transformation takes the plane A to
infinity; specifically, G = A .. 0;0;0;1 .

Now, we compute as follows:
PP PAG T Mkl

t 7 i

from which we deduce that A; M 1 ¢ ~ .
It is now important to show that the matrix A; defined

by Mi 1 t; = has a positive determinant. This is
because

detl 7~ .1 t ..t 7%
where t; ... t7;1 7. The value of t7 A has the same sign

for all points t; on one side of the plane represented by
Aand, since t7 A ... 1, it follows thatdet 1 t; = >0
for all i. Finally,

det A; ..detM; detl t = >0

because of the assumption that det M; > 0. This shows
that the matrices A; .. Mi I t; = are automatically
normalized to have a positive determinant.

Now, let be the scalar such that

UP .. X;Y;Z;17 .. GUA .. '3>3 031 LouA
Thus, >UA 1. AUA Now, if the projection for
camera P2 is given by £u; ... PAUA, then

PPUP .. tPPoUA .. PAUA L. T A

i Ui,

whence L Aand, since £ >0, the sign of ; is
determined by the sign of . For points U” lying on the
same side of A as camera Pf* (and, therefore, all other
cameras), >UA > 0, whereas, for points lying on
the other side, < 0. The theorem is proven. t

In the case of projective triangulation, the cheirality
vector used in Algorithm 2 keeps track of the sign of the
depth function in each camera. In a similar manner, a
cheirality vector can be used for keeping track of which side
each point lies relative the reference plane. For a feasibility

1613

Fig. 4. Examples of images in (top row) the corridor and (bottm row) the
dinosaur sequences.

problem with a given cheirality vector, one can parameter-
ize point j with cheirality ; with respect to the reference
plane .. 0;0;0;1 7 by Uj .. X;j;Yj;Zj; j . Note that the
sign of the fourth coordinate determines which side the
point lies of the plane . Points which lie on the reference
plane may be triangulated independently since they do not
constrain the locations of the camera centers.

Thus, given a value of pax and interimage homogra-
phies H; from image 1 to image i for i .. 2;...;m, one can
again use Algorithm 2 for efficiently computing 3D scene
points and camera positions. In practice, we have found
that this is quite efficient and one avoids checking all
possibilities of cheiralities; see the experimental validation
for more details.

8 EXPERIMENTAL VALIDATION

In order to test the proposed framework, we have made
extensive use of two publicly available sequences with given
feature correspondences.® The first sequence consists of
11 images (of sizes 512  512) in a corridor; see Fig. 4. There
are 104 point correspondences visible in all images. The other
image set is a turntable sequence of a dinosaur, containing
36 images (of sizes 576 768) and, in total, 328 image
correspondences with lots of occlusions. In the experiments,
the number of views and points has been artificially varied to
test the performance in different settings.

For comparison, we also applied standard linear algo-
rithms and bundle adjustment [8] (which optimizes the
L,-norm) to exactly the same data. Proper normalization
has also been done as a preprocessing step for the linear
algorithms. It is not evident by which norm the algorithms
should be compared. On one hand, we wish to show that
the bisection scheme computes the optimal estimates with
respect to the L4 -norm. On the other hand, the L,-norm is
sometimes considered the gold standard and it would be
valuable if our L4 estimates perform well with respect to
this norm as well. Therefore, for the first experiment, we
give results for both measures. The root-mean-square
(RMS) errors of the reprojected and measured points are
reported. The bundle adjustment has been initialized with
both the linear algorithm and the bisection method and the
one with the lowest RMS error is kept.

3. Available at http://www.robots.ox.ac.uk/~vgg/data.html.
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Fig. 5. Triangulation results for the corridor and dinosaur sequences. (a) and (b) The L3 errors are graphed. (c) and (d) The RMS errors. The graphs
in (a) and (c) show the result with a varying number of camera views. The graphs in (b) and (d) show the errors for all visible points per view.

Implementation issues. The bisection algorithm for
the proposed applications has been implemented under
the Matlab environment using SeDuMi [21], which is a
toolbox for optimizing over convex cones. All of the
proposed algorithms have been collected in a Matlab
toolbox that has been made publicly available (see
http://www.maths.lth.se/matematiklth/personal/
fredrik/download.html).

Typically, the interval length of %0; , is less than
10 5 pixels within 5-10 iterations of the bisection method.
The computation times, that is, the CPU time for one call to
SeDuMi, on a Pentium 4 2.8 GHz processor for the SOCP
feasibility problem (4) vary from 0.05 sec for three-view
triangulation to 1 sec for a multiview reference plane
problem with 36 cameras and 2;270 Csz-cone constraints
(one cone for each visible image point).

8.1 Triangulation

In order to test the triangulation method (not projective),
the camera matrices need to be precomputed and they have
been obtained with the reference plane technique (includ-
ing bundle adjustment), cf., Section 8.4.

The results for triangulation are given in Fig. 5. As
expected, when the average L, reprojection error is used to
compare the three algorithms, the L1 method is best. This
is in accordance with the theory as the estimates should be
globally optimal. When compared using RMS errors, the
bundle adjustment method optimizing the L, method
performs best, also as expected.

8.2 Points on a Plane

In Fig. 6, the errors for interimage homography estimation
are shown with respect to the first image. In the corridor
sequence, 23 points out of the 104 points can be found on
the left frontal wall and they were used as input data. In the
dinosaur images, the coplanar points are located on the
turntable, and the number of visible points varies between
6 and 12 throughout the sequence. All three methods are
very similar in performance.

8.3 Camera Resectioning

In order to test the camera pose estimation, the 3D structure
obtained from the reference plane technique was used, cf.,
Section 8.4. Again, the L5 estimates are comparable to
those of L, minimization and the linear method is
remarkably good in this case, cf., Fig. 7.

8.4 Multiview Geometry

Given the computed interimage homographies based on
the L1 -norm (Section 8.2), it is now possible to estimate the
camera translations and the remaining 3D points for the
two sequences (Section 6.2). This works amazingly well—
the RMS errors are low and the global estimates are obtained
within seconds. Recall, for instance, that the dinosaur
sequence contains 36 images and hundreds of points.

It is here that the L, method comes into its own. There is
no algebraic method for solving this multiple-view problem.
Furthermore, L, methods generally need to be incremen-
tally built from a few views by adding points and cameras
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